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2. ask EPP to select endpoint using 
Envoy External Processing protocol 
(via a Service)

3.forward request to one of the 
leaders

EPP scrapes /metrics (e.g., queued, executing, kv-cache fullness) from leaders
load-aware routing
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4. leader coordinates execution 
across local/distributed workers:

● simple case: one 
worker/rank handles it

● distributed case: 
multiple workers/ranks 
participate (e.g. expert 
parallelism)

spec:

 
 parallelism:
    data: 6
    dataLocal: 2
    tensor: 3

  worker: {}

 scaling*:
    minReplicas: 2
    maxReplicas: 5
    wva:
      keda:
        pollingInterval: 10

replicas: 2

data: 6 → 6 ranks
dataLocal: 2 → 2 rank in each Pod
⇒ 
6/2 = 3 Pods, i.e. size of LWS

vLLM processes push kv-cache ZMQ events (BlockStored, Block Removed, AllBlocksCleared)
cache-aware routing
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* sepc.scaling and spec.replicas are mutually exclusive. I have it here for illustration purposes.
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common configuration patterns for intelligent routing, KV cache-aware 
scheduling, and disaggregated serving
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