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[t, d]

d: dimension of the embedding/hidden 
layers for each token

No change in dimension, still t by d

Change in dimension 
by the final linear layer 
d → v

Raw representation by 
positional embedding

Enriched representation after 
applying layers of attention 
and feed forward

v: the number of tokens in the vocabulary.

[
   …,

]

Logit: the score assigned to each word in 
the vocabulary to a token. Here logit of 
the first word in the vocabulary is 0.23.

To predict the next word in the 
sequence, we only care about 
the logits of the last token.

   [-0.23, -0.12, … 2.4]

Softmax

   [0.00001,......, 0.0051, … 0.00001]

Pick the  next token by sampling using 
these probability distribution, e.g. pick the 
largest value.

Input: [t]
A vector of t token IDs

Embedding

ID of the next word: 134

decoding phase: Keep adding 
the picked next token ID to the 
input vector, and repeat

input: [t, d]

LayerNorm (d, d)

Causal Multi-head 
Attention

Dropout

LayerNorm (d, d)

Linear (d, l)

GELU

Linear (l, d)

Dropout

[t, d]

[t, d]

[t, d]

[t, d]

[t, l]

[t, l]

[t, d]

output: [t, d]

Expansion/
up-projection

Shrinkage/
down-projection

Activation
Feed Forward Network (FNN): it has 
three steps.

Why? to transform each token’s 
hidden state into a richer 
representation by creating learned 
feature combinations, applying 
nonlinearity, and projecting back to 
the original hidden size.

Processes each token 
independently

t1 t2 t3 t4

Processes each token 
by attending to 
previous tokens

t1 t2 t3 t4

e.g., when processing t3

+

+

Residual connection: 
keep what you already 
know, and add the new 
information learned by 
this sublayer.

dropout: randomly set some of 
entries of hidden state to zero. only 
enabled during training to avoid 
overfitting. 

keys = x @ self.W_key
values = x @ self.W_value

queries = x @ self.W_query
attn_scores = queries @ keys.transpose(1, 2)

attn_scores.masked_fill_(
    self.mask.bool()[:num_tokens, :num_tokens],
    -torch.inf
)
scaled_attn_scores = attn_scores / 
keys.shape[-1]**0.5
attn_weights = torch.softmax(scaled_attn_scores, 
dim=-1)
attn_weights = self.dropout(attn_weights)
context_vec = attn_weights @ values
return context_vec

input: x: [t, d]

concat

Linear (d, d)

[t, d]

output: [t, d]

kv cache: we can cache keys 
and values of previous tokens 
as they won’t change.

respecting causality by 
ignoring future tokens

Scaling to prevent softmax 
from becoming too sharp, 
where one token gets almost 
all the attention weight and 
the others get almost none.

Softmax: convert raw scores 
into normalized weights 
between 0 and 1 that add up 
to 1, and it makes 
differences between scores 
more pronounced.

h: number of heads

mix information 
from the different 
heads 

context vector: weighted sum 
of value vectors

prefill phase: process all prompt 
tokens in parallel, compute their 
hidden states and attention, and 
populate the KV cache for use 
during decoding.

why: to keep hidden-state values 
at a stable, consistent scale so 
each Transformer layer is easier 
to train and process. For 
example, [1, 2, 3, 4] and [100, 
200, 300, 400] have the same 
pattern but very different scales; 
after LayerNorm, both become 
approximately [-1.34, -0.45, 0.45, 
1.34].
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